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IS597MCL: Building Machine Learning Pipelines Assignment 

 

 

Data Selection 

 

This assignment will use data from NSF research awards abstracts between 1990 and 2003. The 

complete dataset contains (a) 129,000 abstracts describing NSF awards for basic research, (b) bag-

of-word data files extracted from the abstracts, and (c) a list of words used for indexing the bag-

of-word data. For this assignment, we will use only the first zipped file (“Abstracts_Part1.zip), 

which consists of 51,979 abstracts. You can find the data set and information about the data at  

http://kdd.ics.uci.edu/databases/nsfabs/nsfawards.html. 

 

Instructions 

 

1. Download a copy of the first dataset named “Abstracts_Part1.zip” from the archive.  

 

2. Log in to AWS ALL (Academy Learning Lab) with your account and password. Create a 

AWS SageMaker Notebook Instance using the following information: 

 

Instance Name: IS597MLC-SP2024-Machine-Learning-Pipelines-Assignment 

Instance Type: ml.t3.xlarge 

 

Upload the zipped file with a Jupyter Notebook starter file provided by the instructor to 

the Notebook Instance you just created for your assignment. Or you may create a GitHub 

repository if you have an account and use a repo URL when you create an AWS 

Notebook Instance.  

 

3. You might want to look into the first few files in your dataset to see what they look like. 

Also, detailed description of data can be found under ‘Information files’ section at the 

same site which you download your file from. For reference, here is a screenshot of a 

sample file.  

http://kdd.ics.uci.edu/databases/nsfabs/nsfawards.html
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4. Use the Jupyter Notebook starter file provided by the instructor to complete the exercises, 

following the instructions described in this notebook. 

 

Submission 

 

Submit your assignment to the UIUC Canvas Assignment section following the instructions in the 

notebook. 

 

 


